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Introduction

Linked to the research conducted under the Methods and Tools Component of the 50x2030
Initiative, 10-meter spatial resolution maps were generated for (i) areas cultivated with any
crops, and (ii) areas cultivated with maize across Malawi and Ethiopia for each rainy season
during the period of 2016-2019. The maps are a product of the analyses conducted by Azzari et
al. (2021), as part of the collaboration between the World Bank and Atlas AI, in support of one of
the objectives of the 50x2030 Initiative to create guidelines for the collection of
minimum-required survey data for training and validating remote sensing models for
high-resolution crop type mapping and crop yield estimation.

Azzari et al. (2021) integrate Sentinel-2 satellite imagery and complementary geospatial data
with georeferenced plot-level data from national household surveys that were conducted by the
Malawi National Statistical Office and the Central Statistical Agency of Ethiopia during the
period of 2018-2020 in order to identify the optimal approach to collecting survey data for
training a machine learning model to identify areas cultivated with maize.

This document provides metadata and a general description of methods related to the 10-meter
spatial resolutions maps that have been created by the best performing model presented by
Azzari et al. (2021). The maps are publicly available as binary maize masks on Google Earth
Engine (GEE) and are also downloadable from the World Bank’s Development Data Hub. The
data access links are provided below. For users that would like to explore the intermediate
outputs, scaled cropland and maizeland probability rasters may be available upon request. It is
important to note that the maize probability rasters should be used in conjunction with cropland
probability, for greater pixel-level reliability.

Reference: Azzari, G., Jain, S., Jeffries, G., Kilic, T., and Murray, S. (2021). "Understanding the
Requirements for Surveys to Support Satellite-Based Crop Type Mapping: Evidence from
Sub-Saharan Africa." World Bank Policy Research Working Paper No. 9609, LSMS Washington,
DC: World Bank.
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Dataset locations

Country Raster Repository Location

Malawi maize mask GEE ee.ImageCollection(‘projects/atlasaipbc/malawi_cropmap/
maize_mask/maize_mask_v1’)

Ethiopia maize mask GEE ee.ImageCollection(‘projects/atlasaipbc/ethiopia_cropmap/
maize_mask/maize_mask_v1’)

Malawi maize mask DDH https://datacatalog.worldbank.org/dataset/high-resolution-c
rop-and-maize-area-mapping-for-malawi

Ethiopia maize mask DDH https://datacatalog.worldbank.org/dataset/high-resolution-c
rop-and-maize-area-mapping-for-ethiopia

Crop area mapping

The cropland datasets were created to be used in conjunction with the maizeland probability
rasters - to ultimately produce the maize mask. These datasets capture where annual crops are
grown in the area’s primary season in a given year. The value of each pixel is a continuous value
between 0 and 100 indicating the estimated probability that the land in the pixel was
predominantly cropped. Derived from Sentinel-2 imagery, the nominal spatial resolution is
10-meter. A cropland data layer was produced for each year between 2016 and 2019.

Cropland maps were created by combining various earth observation (EO) datasets with land
cover type labels in order to train a random forest model that predicts the probability that a pixel
is cropped or not. EO data sources used to create independent variables include Sentinel-2 for
multispectral reflectances (10-meter resolution) and Shuttle Radar Topography Mission
(30-meter resolution) for topography features including elevation, slope, and aspect.
Additionally, in the case of Malawi, the aWhere daily observed weather API (0.1 degree
resolution for sub-Saharan African countries) was used to obtain the total precipitation, average
temperature, and growing degree days (GDD) during the cropping season. Sentinel-2 imagery
(S2) was preprocessed by 1) converting of top-of-atmosphere reflectance values to surface
reflectances using a simple linear regression model, and 2) masking out of pixels containing
clouds, shadows, haze, snow etc. using Atlas AI’s custom anomaly detection model. Table 1
shows summary statistics for the count of per-pixel observations within the growing season in
the pre-processed S2 imagery in Malawi. Once preprocessed, one band and five vegetation
indices (VIs) were retained or calculated for all available S2 images (Table 2).
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Table 1: Summary statistics for per-pixel observations (after preprocessing) within growing season in Malawi

2016 2017 2018 2019

Mean 22.12 17.79 27.23 27.64

Median 19.04 15.00 23.05 24.05

Variance 216.06 129.74 301.34 324.91

Min 1 1 1 1

Max 178 135 216 227

Table 2: Sentinel-2 bands and indices used for land cover mapping

Band /
Index

Name Central wavelength / Index formula Satellite

RDED4 Red Edge 4 865 nm Sentinel-2

GCVI Green Chlorophyll Vegetation Index (𝑁𝐼𝑅 / 𝐺𝑅𝐸𝐸𝑁) − 1 Sentinel-2

NBR1 Normalized Burn Ratio 1 (𝑁𝐼𝑅 − 𝑆𝑊𝐼𝑅1) / (𝑁𝐼𝑅 + 𝑆𝑊𝐼𝑅1) Sentinel-2

NDTI Normalized Difference Temperature
Index

(𝑆𝑊𝐼𝑅1 − 𝑆𝑊𝐼𝑅2) / (𝑆𝑊𝐼𝑅1 + 𝑆𝑊𝐼𝑅 Sentinel-2

NDVI Normalized Difference Vegetation Index (𝑁𝐼𝑅 −  𝑅𝐸𝐷) / (𝑁𝐼𝑅 + 𝑅𝐸𝐷) Sentinel-2

SNDVI Smoothed Normalized Difference
Vegetation Index

(𝑁𝐼𝑅 − 𝑅𝐸𝐷) / (𝑅𝐸𝐷 + 𝑁𝐼𝑅 + 0. 16) Sentinel-2

We used the multi temporal collection of bands and indices to capture changes in vegetation
phenology over time. To identify temporal patterns that characterize phenology, a harmonic
regression model was fit at a pixel level to the time series of each unique band/index. The
algorithm outputs a set of ten variables including harmonic coefficients, seasonal mean, and
goodness-of-fit measures, which efficiently proxy the properties of different land cover types.

We developed a collection of land cover type observations by manually labelling randomly
selected locations within the target geographies. Referring to high resolution basemaps from
Google Maps, users were asked to select the land cover type best describing the 10 x 10 m pixel
around each random point. Land cover classes included field crop, tree crop or plantation, other
vegetation, water or swamp, building or road, and desert or bare. We assumed that land cover
types remained constant over the time period of mapping (2016-2019), and did not collect
year-specific land cover records. Limited availability of high-resolution basemaps, and lack of
temporal information about them, prevented year-specific data collection. Frequencies of land
cover types used for cropland mapping in Malawi and Ethiopia are shown in Table 3. We
collapsed land cover types other than “Field crop” into a single category “other”.
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Table 3: Observation counts of land cover classes by country

Malawi Ethiopia

Field crop 464 477

Tree crop or plantation 21 66

Other vegetation 711 1,251

Water or swamp 166 24

Building or road 73 59

Desert or bare 71 193

Total 1,506 2,070

A machine learning pipeline was constructed to build a random forest model that predicted
whether or not an observation was cropped. The classification pipeline comprised three stages: 1)
feature pre-selection, 2) hyperparameter tuning, and 3) model training.

Feature pre-selection was implemented in order to prevent model overfitting due to a high
number of features (60 features from S2, 3 from topography, and 3 from weather). Only features
with a high Mutual Information score against the observed dependent variables were kept, such
that no two remaining high ranking features had a correlation of 0.8 or more.

Hyperparameter tuning was designed to minimize overfitting on the training data while
maximizing classification performance. A range of values for each of five model properties were
tested using a 5-fold cross validation approach with folds stratified by district. Stratifying by
geography ensured that all five folds shared the same distribution. Model parameters were
selected for each dataset by considering feedback from the automated tuning process, in addition
to modeler expertise.

The best model was chosen for its ability to correctly distinguish between crop and non-crop
pixels in the validation segment of the dataset (out-of-fold). We selected the random forest
parameter set that maximized the out-of-fold Matthews Correlation Coefficients (MCC). The
best models in Ethiopia and Malawi had MCC scores of 0.52 and 0.44 and accuracies of 0.85 and
0.75, respectively. The selected models for each country were used to estimate the probability
that each pixel in the related region was cropland (0 to 1 continuous variable). We masked out all
pixels with probabilities smaller than 0.01, scaled the rasters by a factor of 100 and converted
them to uint8 data type for efficient memory usage. The probability distributions for raw and
scaled crop area rasters in Figure 1 show that the two are comparable with one another. Table 4
provides a comparison of some raster statistics.
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Figure 1: Distribution of cropland probabilities in raw and scaled crop area rasters in
a) Malawi, 2019

b) Ethiopia, 2019

Table 4: Raw and scaled crop area raster statistics

Malawi Raw Scaled Ethiopia Raw Scaled

Mean 0.2893 28.43 Mean 0.2533 24.84

Median 0.2253 22.00 Median 0.1465 14.00

Variance 0.0447 446.91 Variance 0.0643 643.14

Min 0.0100 1 Min 0.0100 1

Max 0.9543 95 Max 0.9912 99
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Maize area mapping

Maize area datasets were created to capture where maize was grown in the area’s primary season
in a given year. The value of each pixel is a continuous value between 0 and 100 indicating the
estimated probability that the land in the pixel was predominantly cropped in maize. Derived
from Sentinel-2 imagery, the nominal spatial resolution is 10-meter. Data was produced for each
year between 2016 and 2019.

The methods for developing the maize area maps were similar to those described above for crop
area mapping, with a few key exceptions. Rather than distinguishing between cropland and
non-cropland, the model identifies maize and non-maize pixels. Groundtruth observations were
collected from field surveys instead of a digital map labelling tool. We refer the reader to Azzari
et al. (2021) for detailed documentation of model specification and selection. The selected maize
classification model for Malawi uses the geolocation method “plot mean”, all training plots,
applies no area threshold, and does not use Sentinel-1 SAR variables. Out-of-sample MCC and
accuracy scores were 0.28 and 0.75. The selected maize classification model for Ethiopia uses
the same profile as the above but uses the “corner point” geolocation method as it was the only
one available. Out-of-sample MCC and accuracy scores were 0.22 and 0.72.

As with the cropland maps, the selected maize classification models for each country were used
to estimate the probability that each pixel in the related region was maize (0 to 1 continuous
variable). We masked out all pixels with probabilities smaller than 0.01, scaled the rasters by a
factor of 100 and converted them to uint8 data type for efficient memory usage. The probability
distributions for raw and scaled maize area rasters in Figure 2 show that the two are comparable
with one another. Table 5 provides a comparison of some raster statistics.
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Figure 2: Distribution of maizeland probabilities in raw and scaled maize area rasters in
a) Malawi, 2018-2019 rainy season

b) Ethiopia, 2019 meher season

Table 5: Raw and scaled maize area raster statistics

Malawi Raw Scaled Ethiopia Raw Scaled

Mean 0.6837 67.86 Mean 0.3979 39.34

Median 0.7246 72.05 Median 0.3531 35.00

Variance 0.0271 270.99 Variance 0.0142 141.19

Min 0.0725 7 Min 0.0164 1

Max 0.9984 99 Max 0.8238 82

We recommend using the cropland and maizeland classification data layers together - the
cropland raster should be used to mask out non-crop pixels from the maizeland dataset.
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Maize area mask

Using the probability rasters for crop area and maize area, binary maize masks were generated
for both Malawi and Ethiopia for each year between 2016 and 2019. We first used our country-
and season-specific cropland rasters to remove all pixels that were not cultivated with any crops.
We convert pixel-level cropland probabilities into a binary classification using a threshold. Pixels
with probability of (any) crop cultivation less than 40 percent were assumed to be non-cultivated.
Subsequently, we used our country- and season-specific maizeland rasters to identify which of
the cultivated pixels were cultivated with maize. In Malawi, pixels with probability of maize
cultivation greater than or equal to 60 percent were assumed to be cultivated with maize. The
comparable threshold was 50 percent in Ethiopia.

The obtained maize area masks were used to estimate the maize area by country and season.
These estimates are provided in Table 6.

Table 6: Maize area estimates by country/year

Malawi Maize area (million ha) Ethiopia Maize area (million ha)

2015/16 rainy season 1.88 2016 meher season 0.86

2016/17 rainy season 2.42 2017 meher season 3.33

2017/18 rainy season 1.71 2018 meher season 5.25

2018/19 rainy season 1.99 2019 meher season 4.53
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